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Abstract: This presentation describes a flexible, easy way to build dashboards for the effective visual 
communication of data to multidisciplinary teams. Our challenge was to enable dashboard users to 
understand how processes can be controlled and to identify risks and gaps in process understanding.  
Inspired by Stephen Few’s 2009 Discovery Summit presentation on Information Dashboard Design, 
we set out to produce a JSL application for the intuitive point-and-click creation of dashboards. Now 
we can manage our data-derived knowledge and rapidly navigate our way around the complexity of 
our multistage processes. By bringing together and interactively interrogating related data we can 
provide new insights and options for process control and demonstrate the impact of risk mitigation 
as we evolve our process understanding over the R&D life-cycle. Whether we have an audience of 
senior managers wanting an overview of risk, or a group of technical staff wanting to drill down to 
statistical models, we can give overviews, zoom and filter and provide detail on demand. 

 

The business challenge 

Data is becoming increasingly important in today’s world – it’s easier to generate, it’s easier to 

collect. We invest time and effort in doing so and for many of us the real challenge is dealing with 

data overload. We need to be more effective and efficient in turning data into information to help us 

understand what’s going on in our world and make informed decisions about future risk and 

uncertainty. Our particular challenges within our area are that we have  

 complex multistage processes and relationships between inputs and outputs  

 different types  and combinations of ways we can control the quality of our products 

many aspects we need to understand and evaluate the associated risk and uncertainty 

 different audiences with diverse technical/managerial skills and experience with 

different needs  

A very specific example of when this complexity has the potential to be overwhelming is at the point 

of product launch. Before a pharmaceutical company can launch a new drug it has to submit file to 

the regulatory authorities describing the control strategy of the manufacturing process and how it 

was developed. These word documents can be over a thousand pages. They are really challenging to 

construct and even more challenging to read and assimilate the information. 

 



 

One step to helping people who have to make decisions based on data is to chunk information. 

Individual numbers are stored as discrete chunks, but a well-designed graph can represent a great 

deal of information as a single chunk. However, in a long word document ,or if the graphs or 

numbers are stored in different places, then in order to connect the chunks, the viewer must move 

information into long-term memory or else they will simply be forgotten by the time the next graph 

appears.  

The Dashboard concept 

Dashboards have become popular in recent years as powerful tools for communicating important 

information at a glance.  

 

In his book, “Information Dashboard Design”, Stephen Few describes the purpose of a dashboard is 

to  

 “...provide a visual display of the most important information which fits entirely on a single 

computer screen so it can be monitored at a glance. The object is to have the most important 

information readily and effortlessly available so you can quickly absorb what you want to know”.  

If we have several graphs of information that belong together and put these on one page or 

dashboard, then this can overcome the limitations of short-term memory capacity – “we can rapidly 

exchange information in and out of short term memory at lightning speed”.  

 Here is an example of a Sales Dashboard that Stephen has constructed where he achieves this goal 

by (a) minimizing distractions and any unnecessary clutter that cause confusion (b) creating an 

aesthetically pleasing viewing experience. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

Similar dashboards are often used in manufacturing environments in GlaxoSmithKline to ensure 

stabilised processes remain in control and to flag up if and when they drift out of control. However 

our requirements for dashboards in R&D are somewhat different 

 

Translating the dashboard concept into R&D 

I work in Pharmaceutical Development where we establish the processes in laboratory conditions 

before scaling up and transferring into manufacturing. Quality of the product is critical. As we 

synthesise the drug product we generate and remove impurities during our multistage processes.  

Here is a chart showing the level of an impurity in intermediate grade material for batches produced 

in the pilot plant. 

 

Each production run is called a campaign and as can be seen here the campaigns are often very 

short.  In the early phase of development, alterations are made between each campaign to improve 

the process.  

So it is worth looking at how data and goals in R&D may differ from that in manufacturing.  

R&D  Manufacturing  

Large investigation space Restricted operating space 

Evolving process  Stabilised process  

Small number of batches Large number of batches 

Goals may be uncertain Goals are identified 

Experimentation may result in batch failure Right first time 

Is my process under control yet? If not, why not? 
What options do I have? 

Is my process still in control? 

 

In R&D, our first task is to develop the process understanding on which a good control strategy can 

be developed. So we need more of a diagnostic-type of dashboard tool where we can drill down to 



greater levels of detail, not just to see what’s going on but to examine the causes and what 

corrections can be made. 

Here are typical questions that we often need to consider 

 Are some impurities harder to control than others?  

 If we alter settings to control one impurity could this have an adverse impact on other 

impurities?  

 Where is the greatest risk?  

 Where is the greatest uncertainty?  

 Where do we have gaps in our understanding? 

 This analysis demands greater context and subtler performance indicators and ways of simplifying 

complex relationships. I need to be able to interactively explore patterns. I might want to think 

about looking at where are these impurities being introduced and where are we most effectively 

purging them?  

Different dashboard viewers may require different levels of detail. Some managers may need an 

overview of perceived risk and uncertainty. We may need to decide if we need to obtain more data.  

If our process understanding is based on models, we want to know what the assumptions on which 

these models are built. Technical staff may need to review what analysis was done and whether it is 

fit for purpose. 

How can we use these insights to rapidly locate and filter the information that will help teams 

answer these questions:  

(1) Can we explain the decisions underpinning our experimental approach? 

(2) Can we explain the decisions underpinning the scope of investigation? 

(3) Can we interpret the data and statistical analysis effectively?  

(4) How are we using our integrated process understanding to determine and verify control strategy 

options for critical attributes? 

(5) What sources of variation are present in the experimental system?  

(6) Can we use the data-derived information to assess risk?  

(7) As we evolve and stabilise our processes are we continually evaluating the risk around our 

control strategy? 

How dashboards can help 

One of the problems with assimilating large amounts of data effectively and efficiently is down to 

the limitations of the way we process information– “we can only store three to nine chunks of 

information in our short-term memory”.  Although we “see” many things, we can only consciously 

think about a fraction of what we focus on and only a fraction of what we attend to can we 

remember later on. “Dashboards should be designed in such a way that supports optimal chunking 

together of optimal information so it can be perceived and understood most efficiently, in big visual 

steps”. 

Ben Sneiderman describes a typical sequence of steps of interpreting data is Overview, Zoom and 

Filter, Details on Demand  



Overview  

To see the bigger picture, we have used a trellis plot to show the nine impurities for the 

intermediate grade material.  Note that some of these impurities have different specification limits. 

We can use this plot both to determine which impurities are not in control and equally important, 

which impurities are under control. 

 

Zoom and filter  

Using the same data, we have now generated a more detailed variability plot for one of the 

impurities, in this case Impurity D. Now we can see that we have had a problem in Campaign 2, as 

levels exceeded the specification limit. However, it now looks like from Campaign 3 onwards we 

have this impurity under control 

 



Details on demand 

Inspection of the detail may give further  insight into the assumptions on which the data was based.  

 

The Dashboard 
We are now going to look at how we compile a dashboard to provide dashboard viewers with the 

information they need quickly and clearly. We want to provide different perspectives of information 

so we get a better understanding of the data we are working with.  

The Goal Plot is a combined measure of variation and proximity of the mean to the specification 

limit.  The colour and relative position of the data-points immediately gives us a sense of what we 

need to focus our attention on. If we then look across to the Trellis plot, this shows an overview of 

the impurities present in the intermediate grade drug substance.  We can immediately see there are 

nine impurities and the highlighting draws our attention to impurity A. The Variability plot shows in 

greater detail the performance across the campaigns.  The Capability Box Plot provides a different 

way of summarising the distributions of the different impurities.  

 



Another aspect that Stephen Few refers to is “pre-attentive processing” e.g. visually encoding 

information for rapid perception. Attentive processing is sequential and therefore much slower. He 

advocates making use of Gestalt principles of visual perception to reduce unnecessary clutter. In this 

dashboard a minimalist approach to axis labelling is used in the trellis plot. This detail can be found 

in the variability chart.  

As well as highlighting just one impurity we could use the colour coding in the goal plot and apply 

that to the other graphs. The impact of doing this helps teams in assessing the relative risk 

associated with each of the impurities.  

 

Dashboards used as a diagnostic tool 

The dashboard described so far simply illustrates attribute performance. We could control our 

processes by reprocessing batches or even incinerating batches that do not meet specification. 

However the key principle of Quality by Design is that we build quality into the process by 

developing process understanding. We use this understanding to establish procedural and 

parametric controls to prevent batches not meeting specification. Hence understanding the complex 

relationships of inputs and outputs across multiple stages and unit operations is fundamental.  

These relationships can often be expressed as mathematical models and as with all models we need 

to be able to evaluate the risk and uncertainty. 

 



Procedural control  

An everyday example of procedural control would be the refining flour by milling and bleaching.  

These procedures remove the coloured impurities, leaving white flour. 

 

Many chemical processes also deploy purification procedures such as crystallisation, filtration and 

washing. These procedures (or unit operations) remove impurities by different amounts and one of 

the things we wish to know is how effective are our procedures at purging each impurity.  

The dashboard below shows that impurity A is quite effectively purged as the slope of 0.176 

indicates only 17% of the impurity remains (i.e.  83% of the impurity is purged). In contrast Impurity 

G is not purged at all – if anything it appears to be increasing. The wider confidence interval around 

impurity F indicates we have more uncertainty around this model and this may indicate there are 

other factors at play.  

 



Parametric control 

We may be able to use experimental design to identify specific parameters such as time and 

temperature which control the formation or removal of impurities. In this case low water volume  

appears to enhance  control the purging of impurity A but not C.  

 

 

In this dashboard we can see that the risk associated with the control of quality is related to the 

“severity” of the relationship of input processing parameters and output attributes (impurity levels) 

and the “occurrence” – the probability of the attribute not meeting specification.  

Understanding the control options across the multiple stages allow us to evaluate the most effective 

options for reducing risk of batch failure.  

Capability development  

With the launch of JMP10 the new capability of Application Builder gave an immediate insight as 

how JMP’s inherent scripting and technical capability was ideally suited to designing dashboards. 

However to accelerate the adoption of the dashboard tool we felt we needed to make the creation 

even simpler,  so that people new to JMP could start to use it with immediate effect. By tailoring the 

options we aimed to keep dashboard compilation, upkeep and interpretation as simple as possible 

whilst still retaining flexibility.  An important design principle was to We wanted to retain all the 

normal interactivity of JMP– we are not trying to take any capabilities away, simply the less 

productive repetitive tasks of mouse-clicking .  

  



The Dashboard Board Controller 

To appreciate the interactive nature of this approach we have provided a link to a 15 minute 

webinar showing the dashboard controller in action 

http://www.pega-analytics.co.uk/dashboards 

 

The Dashboard Controller is the primary interface for creating and saving new dashboards.  

The process for building a new dashboard is quick and simple. 

 

(1) Open a data table 

The dashboard controller will by default work with the current JMP data table. There is also the 

option to open recently used tables or open up data tables from other sources such as spreadsheets 

or databases. A dashboard can also be created that simultaneously shows data from multiple tables.    

  

(1) Identify 
the active 
data table

(2) Choose a 
format layout

(3) 
Select 

the 
content

(4) Select 
or create
a profile

http://www.pega-analytics.co.uk/dashboards


 

(2) Choose a format layout 

When creating a dashboard  from scratch it is possible to choose from a variety of layout formats. 

Here is the 2x1 format we often use for displaying experimental design models and a trellis plot we 

typically use for visualising procedural control or looking at what work packages that have been 

performed. The choice of format is determined by what story we want to tell and what content fits 

within a single page. 

 

(3) Choose content 

By clicking on the pale blue zones marked “click here to add content” a range of icons appears, 

dependent on which format is being used,  we can select a piece of content . This standard content is 

based on existing analyses that are available in JMP.  



 

The flexibility of dashboard layouts and content allows us to configure the configuration depending 

on what story we want to tell, what type of visualisations are most appropriate for the data set and 

how we wish to manipulate the content so that it is clear and logically arranged. 

 

 



(4) Select or create a profile 

We now need to assign data. The red traffic light shows there is no data associated with content.  

 

 
 

In this case we are looking a process capability across multiple variables. So we need to assign 

columns using the standard way of assigning columns to roles.  

 

 
 

We have a design principle that if we are defining something once we quite often are able to re- use 

it multiple times.  

For the trellis plot, we can recall the column assignment. But this plot also requires the data to be 

stacked and it also requires a grouping variable which correspond to batches.  

The dashboard automatically stacks the data. 

 



Traffic lights 

There is built-in error checking with visual notifications - In this case an amber traffic light is showing 

and a message tells us we have an incomplete set of specification limits. By clicking on the traffic 

light it is then possible to edit and save the updated specification limits  

 

A green traffic light informs us the data is assigned correctly -by clicking on the green traffic light we 

have the opportunity to preview the output and edit the graph properties such as marker size or 

graph title. 

 

 

Once all traffic lights are showing green we are “good to go”. 

First we have an opportunity to use a WYSIWYG (“what you see is what you get”) editor which 

allows us to do fine-tuning on the layout of the dashboard such as resizing some of the graphs.  



Once we have built a dashboard we can save these definitions. 

 

  



 

Features to enhance Communication  

So far we’ve really been emphasising the technology. But the value of the dashboard isn’t about 

technology. It’s about the synergy of the content and the ability to communicate that.  

The dashboards are interactive. At the bottom of the dashboard is a toolbar, with features which 

help focus attention on different parts of the dashboard.  

 

The highlighter button simply allows us to focus on a single impurity. We could use this in a meeting 

instead of a laser pointer to indicate what I am looking at on the screen.   

 

 

 

The capability button uses the colour criteria in the Goal plot to help us assess the relative risk 

associated with our attribute control strategy. It is important to remind ourselves we are looking 

here at the relative risks seen in an evolving process, with very few batches. It is more usual to apply 

goal plots to evaluate a stabilised process with many batches, hence we have to be mindful when we 

interpret this. The real value comes in reminding ourselves where we historically have encountered 

problems.  



 

 

The centre-focus allows us to draw attention to any one of the graphs. This functionality is useful 

when helping teams understand how to interpret new types of graphs they may be unfamiliar with 

or simply dealing with an individual who just needs to understand specific views sequentially.  

 

 

The “detach content” button demonstrates how we can still use all the interactive functionality of 

JMP to gain further insight. . When the graph is detached it pops into a separate window. The 

different ways we can view the data depends on intelligent content. We have a level of drill down 



and all the interactive capability still at our finger tips. In this case I’ve asked for the capability 

indices, which I can save the script for later use. To retrieve the script we push another button on 

the toolbar to open the control panel which lists the table scripts and we can recreate the graph at 

the click of a button. 

 

 

Data extract  

A dashboard is of no use to us unless we can get hold of the data. There is a multistep wizard which 

allows us to import an excel table and select the rows and columns of interest. This wizard can also 

be applied to a database.  

 



Dashboards and Journals 

Once we have successfully compiled the dashboards, other people within the team don’t have to use 

the controller. All we need to do is to provide a simple script in the Journal which references the 

dashboard and the data table. This allows a dashboard viewer to be able to recreate an updated 

dashboard simply and at the push of a button. 

The dashboard concept fits hand in glove with the JMP Journal concept of structuring information 

and using disclosure buttons. Because of the complexity of the systems we deal with it is impossible 

to fit all the relevant data into a single dashboard. The Journal allows us to rapidly navigate between 

the dashboards at each stage or unit operation or dashboards describing the storyboard of control 

strategies for specific impurities and other critical attributes.  

 

By comparing dashboards at different parts of the lifecycle we can see how the “lead metrics” 

associated with pre-launch stack up against our “lag metrics” of post-launch 

 

We can also compare dashboards across projects to identify where we need to target resource to 

mitigate residual risk and uncertainty. 



Summary  

 The combination of Journal and Dashboard is a very effective way to structure, retrieve and 

communicate data-derived information  

 It drives an integrated approach modeling/data visualisation/risk assessment to facilitate  

decision-making  

 It provides insight into the control strategy options for managing critical to quality attributes 

e.g. impurities and physical properties.   

 As it is very easy to see gaps in data and models, the open and transparent approach allows 

the rapid evaluation of risk and uncertainty and track how that changes over the project 

lifecycle 

 It provides a mechanism for identifying and resolving complexity and evolving a clear 

storyboard for transfer of information 

 It bridges the gap between senior managerial stakeholders and detailed technical experts 

and caters for their different requirements 

 The dashboard controller simplifies the building of dashboards without new users requiring 

knowledge of JSL scripting. whilst retaining the flexibility of the existing JMP functionality 

 The tangible output provides the motivation for driving  good data management  

 By removing a lot of repetitive mouse-clicking is removed there are fewer opportunities for 

introducing errors 

 It provides a mechanism for standardising good practice of knowledge management. 

 Removing the burdensome repetitive task frees up time to focus on the science  

 As processes evolve, goals and specifications change and a simplified path forward emerge. 

By updating the data table and recalling this dashboard later via a dropdown list we can 

always ensure our dashboard stays current with the latest information. 

In this paper we’ve shared some of the requirements of dashboards that are important to us. What 

are the requirements that are important for you and your colleagues to help you communicate and 

make decisions?  

 


