
 

 

PLEASE SCROLL DOWN FOR ARTICLE

This article was downloaded by: [O'Neill, Julia C.]
On: 1 August 2010
Access details: Access Details: [subscription number 922862601]
Publisher Taylor & Francis
Informa Ltd Registered in England and Wales Registered Number: 1072954 Registered office: Mortimer House, 37-
41 Mortimer Street, London W1T 3JH, UK

Quality Engineering
Publication details, including instructions for authors and subscription information:
http://www.informaworld.com/smpp/title~content=t713597292

Building Process Understanding for Vaccine Manufacturing Using Data
Mining
Matthew C. Wienera; Louis Obandob; Julia O'Neillc

a Department of Applied Computer Science & Mathematics, Merck & Co., Rahway, New Jersey b

Department of Analytical Development and Commercialization, Merck & Co., West Point,
Pennsylvania c Department of Global Vaccine Technology & Engineering, Merck & Co., West Point,
Pennsylvania

Online publication date: 07 June 2010

To cite this Article Wiener, Matthew C. , Obando, Louis and O'Neill, Julia(2010) 'Building Process Understanding for
Vaccine Manufacturing Using Data Mining', Quality Engineering, 22: 3, 157 — 168
To link to this Article: DOI: 10.1080/08982111003800919
URL: http://dx.doi.org/10.1080/08982111003800919

Full terms and conditions of use: http://www.informaworld.com/terms-and-conditions-of-access.pdf

This article may be used for research, teaching and private study purposes. Any substantial or
systematic reproduction, re-distribution, re-selling, loan or sub-licensing, systematic supply or
distribution in any form to anyone is expressly forbidden.

The publisher does not give any warranty express or implied or make any representation that the contents
will be complete or accurate or up to date. The accuracy of any instructions, formulae and drug doses
should be independently verified with primary sources. The publisher shall not be liable for any loss,
actions, claims, proceedings, demand or costs or damages whatsoever or howsoever caused arising directly
or indirectly in connection with or arising out of the use of this material.

http://www.informaworld.com/smpp/title~content=t713597292
http://dx.doi.org/10.1080/08982111003800919
http://www.informaworld.com/terms-and-conditions-of-access.pdf


Building Process Understanding for
Vaccine Manufacturing Using Data Mining

Matthew C. Wiener1,

Louis Obando2,

Julia O’Neill3

1Department of Applied

Computer Science &

Mathematics, Merck & Co.,

Rahway, New Jersey
2Department of Analytical

Development and

Commercialization, Merck &

Co., West Point, Pennsylvania
3Department of Global Vaccine

Technology & Engineering,

Merck & Co., West Point,

Pennsylvania

ABSTRACT The production of vaccines is a complex biological process,

with long cycle times and high variation in raw materials, growth rates,

and test methods. Hundreds of variables are monitored for every batch of

vaccine produced; however, the relationships between product quality

and process variables are difficult to quantify. We describe how mining

historical process data using random forests and partial least squares techni-

ques enabled us to identify the drivers of variability in bulk vaccine yield

and to implement new controls which significantly reduced the variation.

KEYWORDS biotechnology, CART (classification and regression trees), data

mining, exploratory data analysis, hypothesis generation, multivariate data

analysis, PLS (partial least squares regression), random forests, vaccines

INTRODUCTION

The purpose of this article is to illustrate the use of advanced data mining

and exploratory data analysis methods to develop insights into a vaccine

manufacturing process. The data analysis challenges include intrinsic vari-

ation, autocorrelation, and extended cycle times associated with biological

growth processes. The data mining techniques were used to identify the

root causes of variation in a bulk vaccine potency. Based on these results,

new control strategies were introduced that brought bulk potency into an

improved state of control.

PROCESS DESCRIPTION

Background

Vaccines are one of the most cost-effective tools for preventing and

reducing the severity of disease. Immunization against vaccine-preventable

diseases reduces the number of premature deaths, hospitalizations, doctor

visits, and lost workdays. Vaccine research and development has been

expanding in recent years, both in the introduction of new vaccines to pre-

vent previously unmet medical needs and in revenue (Almond 2007).

An antigen is a substance that prompts the generation of antibodies and

can cause an immune response. Inventing a vaccine—that is, discovering an

antigen that will safely stimulate the desired immune response—is a
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formidable research challenge. The development of

a process to produce the vaccine consistently and

in sufficient quantities is also challenging. Vaccine

manufacturing processes are complex, and it can

be difficult to isolate the cause of issues that arise

during production. In this article, we describe an

approach to diagnosing issues in vaccine manufac-

turing. Although this approach can be applied

broadly to manufacturing of live virus, bacterial, or

subunit vaccines, for illustration we describe its

application to live virus vaccine manufacturing.

Figure 1 illustrates the variation in yield, expressed

as potency, of a bulk vaccine material. Potency is

defined by the U.S. Food and Drug Administration

as ‘‘the specific ability or capacity of the product . . .

to effect a given result’’ (21 CFR 600.3(s)). Potency

measurements indicate the effective strength or con-

centration of antigen in the bulk vaccine material.

(The terms antigen, potency, and yield are used inter-

changeably in this example). Each yield result repre-

sents a single manufactured lot. The results shown

were produced during an 8-year period. During the

first several years, the apparently random variation

dominates, although longer-term underlying cycles

may also be present. During the last few years, yield

increases until it exceeds the highest potencies

obtained in the earlier years. Note, however, that

until approximately halfway through the rise at the

right of Figure 1, it is difficult to tell whether there

is an increase in average yield or an increase in

variability.

In many industrial processes, an unanticipated

increase in yield would be celebrated because of

its financial benefits—more potent bulk makes more

vaccine doses and thus represents a gain in capacity

without any capital investment. However, vaccine

production is strictly regulated, and any significant

change in performance of the bulk process requires

an explanation of root cause.

Manufacturing Process

The production of live virus vaccines requires the

propagation of viruses in cell substrate while pre-

venting contamination by undesirable entities, such

as other viruses or bacteria. Some of the major steps

in live virus vaccine production are cell growth or

expansion, virus propagation, purification, assay,

and filling (Figure 2).

The process begins with several weeks of cell

expansion, in which cells are grown and ‘‘expanded’’

into ever larger quantities. These host cells serve as a

living factory for the propagation of virus later in the

process. The raw materials at this stage include cells

from a carefully controlled cell bank and other bio-

logical materials that serve as feed for the host cells.

Host cells are moved into bioreactors where, after

further growth, they are infected with virus from a

virus seed lot. At the completion of the viral pro-

pagation phase, the material is purified through

multiple unit operations including filtration and

chromatography. Each of these steps is designed to

concentrate and purify the viral antigen by separat-

ing it from other materials such as host cell debris

and residual raw materials.

The purified bulk material is stored under con-

ditions that preserve its potency. The bulk material

is later diluted to a safe and efficacious potency in

vials for delivery to patients. This dilution into vials

compensates for shifts and cycles in bulk potency,

because patients receive only product diluted to

the correct strength.

Biological products are inherently complex. Some

of their characteristics are difficult to measure and

may be influenced even by small process changes.

Some process changes are unavoidable. For exam-

ple, when raw material lots are exhausted, new lots

of raw material must be introduced, and process per-

formance may be affected by the inherent variation

across lots of raw material. The raw materials are

often themselves of biological origin, thus of variable

composition, and may contain contaminants or

organisms that must be removed. The sterilization
FIGURE 1 Yield of a vaccine bulk product, by lot, in order of

manufacture.
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and filtration necessary before the materials can be

used may have an impact on their nutrient value.

Intermediate elements, such as virus seeds and host

cell lots, will also be exhausted if a vaccine is pro-

duced for many years, and these must be replaced

as well.

An additional complicating factor is that cycle

times for manufacturing and testing vaccines are

long. For example, production of a bulk live virus

vaccine lot may require several weeks because of

the time required for cells and viruses to grow and

propagate. These cycle times are determined by

biology and cannot be shortened without funda-

mental changes to the process and=or measurement

system, which in turn would require regulatory

approval.

Because of the need to continuously produce

material and the long times required to produce lots,

manufacturers must initiate new lots before earlier

lots are finished. Thus, multiple bulk vaccine lots

are simultaneously in different stages of production.

When a new lot of a raw material is put into use, it

may impact the various lots at different times in their

production cycles. The first few lots may see the new

raw material only during their final stages of pro-

duction, and the raw material may have limited

impact on their yields. However, the last few lots

initiated may see the new raw material lot beginning

in their earliest stages of production, and the new

raw material lot has the opportunity to have much

greater impact on the antigen content of these lots.

This gradually increasing impact of a process

change on successive vaccine lots exhibits as auto-

correlation in the potency results, as illustrated in

the slow fluctuations of potency in Figure 1. Serial

correlation of this type can distort the performance

of standard statistical control charts, analysis of vari-

ance, and other procedures based on the assumption

of independence. (Bisgaard and Kulahci, 2005).

Potency measurements are not possible until after

virus infection and propagation. The bioassay itself

can be thought of as a process step because it may

take one or more weeks and is subject to many of

the same variation sources as the manufacturing pro-

cess steps. Thus, many lots may be at various stages

of production before the yield results of early lots are

known. Earlier detection (or prediction) of yield

changes based on in-process measurements, instead

of waiting for postmanufacturing yield measure-

ments, is essential for improving control of bulk

yield.

METHODS

Data Collection

Figure 1 shows potency results for approximately

200 bulk potency lots of a live virus vaccine. How-

ever, we did not have complete information for all

200 lots. During 8 years of manufacturing, develop-

ments in our process understanding led us to add

some variables to our monitoring set and to drop

others. Missing data present obstacles to using multi-

variate analysis techniques, so we were not able to

apply the multivariate analysis to all 200 lots as a

set. We were most interested in the most recent lots,

because they best reflect the current process (and

contain the gradual increase that required expla-

nation). In total, 80 lots spanning approximately 3

years were included in our data set.

FIGURE 2 Simplified schematic of a viral vaccine manufacturing process.
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The names of individual process variables are not

used in this report. However, variables are identified

by the process step in which they are measured.

Variables beginning with the prefixes CE, BR, and

SEC are measured in the cell expansion, bioreactor,

and size exclusion chromatography phases,

respectively.

In our data set, each row represented one produc-

tion lot, and each column represented one predictor

variable. Some of the predictor variables are continu-

ous measurements such as temperature during a

certain process step; other variables are discrete,

such as lot numbers of a raw material. The predictors

included certain measurements that are repeated

over time; for example, bioreactor temperature mon-

itored over multiple days of cell growth. Information

measured across time was recorded consistently

from the start of each vaccine lot; for example, the

temperature on Day 4 of cell growth for each lot

was recorded in the same column.

Data Analysis

The purpose of the multivariate data analysis was

to generate hypotheses for review by process and

scientific experts (De Mast and Trip 2007; Garcia-

Munoz et al. 2003). The multivariate methods proved

to be powerful tools for focusing the attention of the

experts on the most probable root causes. They

served as consensus builders to help resolve conflict-

ing opinions about the relative importance of the

hundreds of potential root causes monitored in the

process data.

Random Forest Analysis

Tree-based algorithms (Breiman et al. 1984) have

long been a popular tool for data mining. One

advantage of such models is that they easily incor-

porate both continuous and categorical predictors.

Furthermore, it is simple to understand how the tree

operates and to calculate the tree’s prediction for

additional data points simply by following the split-

ting rule at each node of the tree. On the other hand,

the fact that the tree’s construction is ‘‘greedy,’’ pur-

suing the greatest advantage at each split, means that

trees are not very stable: frequently, small changes in

the data set may lead to very different trees if a new

variable becomes the best first split.

Breiman (2001) proposed combining many trees

to create a ‘‘random forest.’’ A ‘‘committee’’ of mod-

els voting on a final answer will perform better than

a single model as long as each individual model

performs better than random guessing and the

models are sufficiently different from one another

(Kuncheva 2004). Random forests contain two

sources of diversity compared to individual trees.

First, each tree is created based on a bootstrap

sample of the data (a sample of the same size as

the original data set, sampled with replacement from

the original data set). This means that each tree is

trained using a slightly different data set. Second,

when splitting a node in a tree, only a randomly

chosen subset of variables, rather than all variables,

is considered. This further increases the diversity of

the trees and captures information present in vari-

ables that do not give the best result for a particular

split. For classification, the trees in a forest vote for

the class; for regression, the numeric predictions of

different trees are averaged.

Random forests provide a measure of variable

importance. ‘‘Shuffling’’ a variable means randomly

reassigning the variable’s values to different cases.

Shuffling an important variable—one that makes a

large contribution to the results—will degrade the

forest’s performance more than shuffling an unim-

portant variable that makes a small contribution to

the results. Degraded performance is measured by

the increase in the sum of squared errors for a

regression problem or by decrease in prediction

accuracy for classification problems. These variable

importance measures can help identify the most

influential variables among many.

Random forests provide de facto test set predic-

tions. Each tree in a forest is based on a bootstrap

sample of the data, which, on average, will include

about two thirds of the data points (Efron and

Tibshirani 1993). This means that approximately

one third of the data points will not be used in the

training set for any given tree; conversely, any given

point will have been omitted from the training set of

approximately one third of the trees. This subset of

trees, none of which has been trained using the

point, can predict a value for that point as though

it were in a test set. Thus random forests automati-

cally provide a form of cross-validation. (No cross-

validation, of course, can substitute for testing

hypotheses on independently collected data.) Thus,
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the percentage of variability predicted by random

forests is similar to what is sometimes called the pre-

dictive R2. The fact that each value is predicted using

a different subset of trees also means that values

based on exactly the same values for all explanatory

variables, and which therefore might be expected to

be identical, will actually differ slightly.

Random forests do not tolerate missing values.

Any case with a missing value is simply dropped

from the analysis. This sometimes creates a trade-off

between including as many variables as possible in

an analysis and including as many cases as possible.

Restricting to a set of the most important variables

can allow more cases to be included by removing

unimportant variables with missing values.

Random forests can be used both for classification

and, as here, for regression. In the classification con-

text, random forests are quite robust in the presence

of uninformative variables; that is, such variables do

not degrade the performance much. This is because

the threshold effect of majority-rule voting discounts

incorrect predictions, decreasing the influence of

uninformative variables. In regression problems,

however, each tree’s prediction is averaged into the

final prediction. This means that trees that rely on

uninformative variables are just as influential as those

that rely on informative variables. Therefore, in some

cases removing uninformative variables can be use-

ful. Even in the presence of such noise variables,

however, informative variables will receive higher

importance scores.

Our analysis included both continuous and dis-

crete variables, which random forest analysis, like

other tree-based methods, handles without difficulty.

However, Hothorn et al. (2006) have pointed out that

unordered factor variables have an advantage in

recursive partitioning and therefore in random forest

analysis. Under the usual partitioning scheme, there

are approximately 2n� 1 ways to divide a set of n fac-

tors into 2 groups, whereas there are only n� 1

points at which a numeric or ordered variable can

be split. This means that an unordered factor is much

more likely than an ordered variable to appear to

have an influence by chance if neither has any

actual influence on the outcome being studied. The

more levels in the unordered factor, the more

severe the problem. In the data studied here, the fac-

tors that appear important have only two levels, and

therefore our analysis will be unaffected by this

problem. In other contexts, it may be necessary to

account for this bias.

We used the randomForest package in the R

Statistical Computing Environment (Liaw and Wiener

2002; R Development Core Team 2008).

Partial Least Squares Analysis

Partial least squares (PLS) regression (Geladi and

Kowalski 1986; Höskuldsson 1996; Lorber et al.

1987; Martens and Næs 1987; Wold et al. 1984) is an

inverse least squares method widely used for multi-

variate regression. It has becomewidely used because

it takes into account the information in both the X

(independent) and Y (dependent) variables. It is seen

as occupying the middle ground between two other

popular techniques: principal components regression

(PCR) and multiple linear regression. In PCR, the

latent variables are calculated based exclusively on

the X variables (the independent variables) and are

not influenced by information in the Y variable (the

dependent variable). Multiple linear regression is

the other extreme because it is concerned only with

explaining the variance in the Y (dependent) variable;

all and any variance correlated with the Y variable is

used. The components in PLS are calculated as in

principal components analysis but differ in that each

component is rotated to maximize the covariance

between the X and Y variables while preserving the

orthogonality to prior principal components. All PLS

regression was done using SIMCA-Pþ version 11.5

from Umetrics Inc. (Umea, Sweden).

The PLS equations implicitly require numeric

variables. SIMCA-Pþ includes categorical variables

in its analysis along with numeric variables by

replacing them with sets of mutually orthogonal indi-

cator variables, one for each category. For example,

a two-class variable would be replaced with two

vectors. The first would be 1 wherever the original

variable had a value of class 1 and 0 where it had

a value of class 2. The second would be 1 wherever

the original variable had a value of class 2 and 0

where it had a value of class 1. A six-class variable

would give rise to six mutually orthogonal 0–1

vectors, and so on.

A data set including observations with missing

data was analyzed using PLS in SIMCA-Pþ to identify

the most predictive variables for the bulk potency.

The X block initially consisted of 84 observations

161 Data Mining
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(batches) each with 443 variables, some of which

had missing values for some lots. Only one Y

variable, the potency, was used. The data set was

prepared for analysis as follows:

1. Outliers (discussed further below) were identified

and removed using run charts of each variable in

SIMCA-Pþ. Three batches were excluded initially

because they had greater than 60% missing data

and another seven batches were removed due

to outliers.

2. Ten batches covering the observed range of

potency values were semi-randomly selected

and set aside as the validation set; this resulted

in 64 batches in the initial dataset. Three outlier

batches were later reincorporated after the vari-

ables causing the outliers in those batches were

excluded for low predictive ability. This resulted

in a total of 67 batches in the final data set.

3. The data were autoscaled to give each variable

equal importance. The benefit of autoscaling is

that it greatly improves ‘‘finding the needle in

the haystack’’ because by giving each variable

equal importance, it allows highly predictive vari-

ables with small ranges to surface. However,

autoscaling is not always optimal because noisy

variables are also allowed to dominate the reg-

ression vector. Unlike spectroscopic data, there

are few data preprocessing options for process

data. Other options such as block scaling were

not used in this study.

4. The default cross-validation configuration in

SIMCA-Pþ was utilized to validate the model

and an independent validation set was used as

final validation of the model.

Partial least squares analysis provides two mea-

sures of model fit to the data. The first is the standard

R2 provided by many regression models, which mea-

sures how much of the variability of the dependent

variable is explained by the independent variables

in the training data set. It is well known that models

can overfit training data, leading to poor generaliza-

tion. This means that the R2 measured on the training

set is an optimistic estimate of model performance.

The PLS routines in SIMCA-Pþ automatically perform

a cross-validation and provide a measure, called Q2,

of model performance on the cross-validated test set.

This Q2 is similar to the predictive R2 provided by the

random forest analysis. We will present only the Q2

values for PLS analyses.

Outliers can have a detrimental effect on PLS

models because they affect the mean and standard

deviation, which are used for centering and scaling

the data. Removal of outliers in this data set equates

to either eliminating an entire batch (observation) or

the variable for the entire data set. This can rapidly

reduce the number of observations in the data set

or force the exclusion of variables that could be

important; neither of these scenarios are desirable.

A two-step approach was used here to treat outliers.

An initial model was created excluding the batches

that had suspect outlier values but retaining all vari-

ables in the data set. After the initial PLS model, the

loading vectors were inspected using the variable

importance plot in SIMCA-Pþ and the list of

excluded batches was compared to the importance

of the variables. Batches that had been excluded

because of outliers in variables with low importance

were reincorporated to the data set to maximize the

number of samples in the data set.

PLS combines many variables into the compo-

nents used in the regression. Variable importance

in PLS is assessed by adding together the contribu-

tions of a variable to each component, weighted by

the variability accounted for by each component.

RESULTS

Random Forest Results

To begin, we ran a random forest analysis using all

variables in the data set. This allowed us to use 64 of

the 80 cases (the rest were eliminated since at least

one variable had missing data). The variable impor-

tance plot based on this analysis (Figure 3) ranks

the variables by an estimate of their influence on

the final predictions of bulk potency.

We created additional random forests using cumu-

lative subsets of the variables: first a forest based only

on the most important variable, then a forest using

that variable and the second-most important vari-

able, then a forest using those two variables and

the third-most important variable, and so on. After

the first few variables, additional variables contribute

relatively little unique information. Figure 4 shows

the measured and predicted antigen mass for the

model that accounted for the greatest portion of

variability, which used 15 predictor variables.
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Reducing the number of low-information variables

can improve random forest predictions by reducing

the number of poor predictions averaged into the

final result. In addition, eliminating variables with

missing values can increase the number of cases that

can be included in an analysis. In the variable impor-

tance plot (Figure 3), four variables stand out as

more important than others. An analysis using only

these four variables included 73 of the 80 cases and

explained 60% of the variability present in the data.

The reanalysis also changed the order of the vari-

ables slightly, showing BR.Var82 and SEC.Var87 as

the two most important. Each of these variables is a

factor taking on only two values in our data set. We

repeated the analysis using only these two variables,

which eliminated variables with missing data and

allowed us to analyze all 80 cases. This two-variable

model explained 60% of the variability in the data

(Figure 5). The predictions cluster around four values,

corresponding to the combinations of two variables,

each taking on two values. The slight variability in

predicted values visible in Figure 5 comes from the

fact that each point is predicted using a different

subset of trees, as explained in the Methods section.

FIGURE 4 Antigen mass as measured and as predicted by random forests, using the best model available from all variables. Measured:

open squares connected by lines. Predicted: filled circles.

FIGURE 3 Variable importance as measured by random forest analysis. Four variables stand out as more important than the rest. The x

axis shows the change in mean squared error when each variable is shuffled and the analysis repeated. The y axis shows variable names

in descending order of importance.
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The random forests analysis was extremely effec-

tive in focusing the attention of the process experts

on two important variables and also on the bioreac-

tor and cell expansion steps of the process. How-

ever, the random forests model did not track

recent, smaller shifts in yield as well as it tracked ear-

lier changes (rightmost points in Figure 5).

Partial Least Squares Results

Partial least squares analysis proceeded in parallel

with and independently of the random forest analy-

sis. An initial PLS model was generated using

443 variables; in this model, the components

incorporated 30.5% of the variance in the X variables

and explained 56% of the variability in a

cross-validation test set (Q2). The initial model was

refined further to exclude 95 variables that had a

variable importance (VIP) of less than 1.0. Trimming

of the data set was a crucial step in reducing the

number of variables to a manageable set that could

be interrogated further using engineering and scien-

tific expertise.

Figure 6 shows the 30 most important variables in

the PLS model; note that the variables BR.Var82 and

SEC.Var87, which were picked out by the random

forest model, are also among the most important

variables according to PLS. The final PLS model

FIGURE 5 Final antigen mass as measured and as predicted by random forests, using only two variables: BR.Var82 and SEC.Var87.

Measured: open squares connected by lines. Predicted: filled circles.

FIGURE 6 The top 30 predictive variables according to PLS analysis.
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consisted of two components that incorporated 40%

of the variance in the X block and explained 67% of

the variability in a cross-validation test set (Q2;

Figure 7).

The PLS model was further verified using the

model validation tool in SIMCA-Pþ, which tests

whether equally good correlations could be obtained

by random chance. The results obtained when the X

and Y blocks are properly aligned are compared to

those obtained when the X and Y blocks are ran-

domly scrambled. If high values of Q2 are still

obtained for the randomly permuted data sets, which

should retain no actual information, then confidence

in the correlation reported for the real data is dimin-

ished. In fact, models fit using 20 randomly per-

muted data sets performed much less well than the

models fit using actual data (median across permuted

sets (Q2) �8%, interquartile range �12 to �2%). This

shows that the PLS analysis is able to distinguish

between informative variables and random noise.

As noted above, ten batches spanning the range of

observed potencies were set aside as validation

samples. The R2 value for a regression of the ten

measured values on the ten predicted values for

the validation set was 0.96. This R2 may be inflated

by the fact that we did not choose the validation

set randomly but instead chose it to span the range

of potencies. We believe that the Q2 value of 67%

reported by the PLS analysis is the better measure

of the model’s likely performance on additional data.

Although the random forests results were easier to

interpret for narrowing the list of variables to the

‘‘critical few,’’ the PLS model provides better tracking

of the small shifts in yield at the right of Figure 7.

Process Improvement

The application of data mining methods (random

forests and PLS) to the retrospective process data

successfully identified several variables that were

strongly associated with variations in potency. How-

ever, retrospective data alone can never definitively

establish causation, because there always exists the

possibility for confounding and lurking variables to

produce spurious correlations.

The proposed root cause variables were verified in

several ways. First, the variables identified by data

mining were reviewed with a team of process

experts who confirmed that there was a plausible

cause-and-effect relationship based on biological

and engineering principles. Second, for the variables

that could be intentionally changed, experiments

confirmed that the observed association with pot-

ency could be reproduced under controlled con-

ditions. Third, for the variables that were difficult to

change in an experiment, process controls were

introduced in the manufacturing process to confirm

that control over potency could be established.

Figure 8 shows the results of the new process con-

trols, which were selected based on the data mining

FIGURE 7 Final antigen mass as measured and as predicted by

PLS. Measured: open squares connected by lines. Predicted:

filled circles.

FIGURE 8 Potency of the bulk vaccine versus sequence of lots

manufactured. The vertical line marks the introduction of new

process controls based on variables identified through data

mining of the historical process data.

165 Data Mining

D
o
w
n
l
o
a
d
e
d
 
B
y
:
 
[
O
'
N
e
i
l
l
,
 
J
u
l
i
a
 
C
.
]
 
A
t
:
 
0
2
:
5
9
 
1
 
A
u
g
u
s
t
 
2
0
1
0



resultspreviouslydescribed.Potencyhasbeenbrought

into a new state of tighter control, with predictable

yields demonstrated for more than 60 production lots.

Now that the yield is better controlled, future work

will focus on increasing the average yield.

DISCUSSION

This article describes analyses undertaken to

investigate changes in vaccine bulk yield. It is impor-

tant to note that the changes in bulk yield discussed

in this article do not affect the final vaccine product

because, by design, the vaccine manufacturing pro-

cess dilutes bulk material for the final container

based on its antigen content, to deliver a safe and

efficacious dose to each patient.

Our analyses identified key process variables that

influenced bulk yield. Some of these process vari-

ables are under our control, whereas others are mon-

itored to track the process but cannot be directly

changed. For purposes of prediction, all these mea-

surements are equally valuable. However, only those

under our control can be used to change the process

for better results.

Some variables—for example, some characteristics

of raw materials—may be controllable in theory but

not in practice. For example, a supplier may provide

a material having a characteristic guaranteed to be

within a certain range. Even if we know that antigen

depends on where this characteristic is within its

range, we may not be able to obtain only batches

within a narrower range of the characteristic. None-

theless, knowing how the characteristic affects out-

put may allow us to modify some other process

step to compensate. At a minimum, even if we can-

not adjust the output, knowing when to expect low

or high yields allows better planning.

Although our models explain two thirds or more

of the variability in potency measurements, some

variability remains unexplained. Some of the unex-

plained variability can be attributed to inherent

variability in the potency measurements themselves.

Each yield measurement in our data is the geometric

mean of 12 individual measurements. Based on ana-

lysis of the individual measurements (not shown),

we estimate that measurement variability accounts

for only 3–5% of the observed process variability.

Thus, it is likely that additional factors not included

in our model could explain additional variability.

Random Forests and Partial Least
Squares

We analyzed process data using two methods,

random forests and partial least squares regression.

Although these two methods develop predictions

using very different approaches, both methods

identified the same critical few variables as important

predictors of potency. Furthermore, the two methods

explained similar portions of the variability in the

data (Figures 5 and 7), although PLS tracked an

increase in the last lots that random forests did not

capture.

Neither method applied here requires modifying

parameters of the method itself in a search for opti-

mal performance. PLS is a deterministic method, with

no parameters to modify. Random forests have only

two controllable parameters—the number of trees in

the forest and the number of variables tested for each

split—and results are generally insensitive to both

(Liaw and Wiener 2002). Here we used 5,000 trees

(many more than needed) and set the number of

variables sampled for each split to the default value:

the largest integer less than one third of the number

of variables in the analysis (but at least one).

Variable Importance

Although either data mining method would have

identified the most important variables, this investi-

gation highlighted the benefits of using both

methods.

Random forest analysis was especially useful for

narrowing the list of potential predictors to a small

set, displaying the results in a single variable impor-

tance plot (Figure 3), which is very simple for engi-

neers and scientists to interpret. In this example,

the variable importance plot proved to be a very

effective tool for reaching consensus on priorities

among the investigators, enabling us to focus our dis-

cussions of root cause with the process experts.

However, random forest analysis does not automati-

cally combine predictor variables, and in some cases

a combination of predictors may provide better

predictions of yield.

PLS naturally combines noisy but correlated

predictors, such as those tracking biological growth

during cell expansion and virus propagation, into

components, and this provided better predictions
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of yield for some periods of our production history.

However, because PLS depends on linear combina-

tions of many predictor variables, it was not as easy

to narrow the list to a critical few variables using PLS

alone.

Perhaps the most important outcome of using

both random forests and PLS in this example was that

the agreement between models from such different

methods helped to build consensus among the pro-

cess experts regarding the most important variables

for further investigation. In addition, the fact that

both methods are resistant to overfitting helps to

mitigate the risk of identifying spurious root causes

using retrospective data.

Missing Values

Each method is good at handling some data issues

and less good at handling others. Random forests, as

currently implemented, do not tolerate missing

values—cases with missing values are simply

dropped. PLS as implemented in SIMCA-Pþ is able

to accommodate cases with missing values.

Scaling

Like all methods based on least squares, PLS is

influenced by the scaling of variables. In this analy-

sis, all variables were autoscaled before PLS. Auto-

scaling centers each variable around its mean and

scales to unit variance. In effect, this gives each vari-

able equal weight, or equal opportunity to predict

yield.

Random forests are insensitive to scaling (and in

fact to any order-preserving transformation) of any

independent variable. This is because at each step

in a tree-based method, cases are split according to

whether the value of some variable is above or

below a threshold. If values of the variable are chan-

ged by scaling, the threshold will be scaled in the

same way, producing exactly the same split and

leaving the results unchanged.

FUTURE DIRECTIONS

The prediction model developed based on histo-

rical antigen results can be extended to future pro-

duction and used to predict yields or potencies

well in advance of antigen test results. By monitoring

actual results against a yield forecast, smaller changes

will be detectable much more quickly than before

and may also allow action to keep the process in bet-

ter control. In collaboration with process experts, the

model also leads to greater understanding of vaccine

process biology.

Inevitably, making many lots of a vaccine reveals

new information about its production. Process data

from manufactured lots provides a rich source for

building process understanding, in particular, for

determining how various process parameters affect

potency and other vaccine characteristics. However,

inappropriate modeling techniques can miss the

information in the data. Modeling efforts similar to

those presented here can support retrospective

quality by design efforts to better determine critical

process parameters for vaccine manufacturing

(Potter 2009).

CONCLUSION

Through the application of random forests and

PLS, several process variables were clearly identified

as the most likely causes of potency increases occur-

ring over several years of manufacturing. In addition,

the inherent cycling and variation present in the

potency results can be correlated with variations in

the cell expansion and virus propagation steps. This

increased process understanding was achieved only

through the combination of the creation of an elec-

tronic process database, the application of leading-

edge multivariate analysis methods, and review and

collaboration by an extensive network of process

and scientific experts.

ACKNOWLEDGMENTS

The success of this project depended on the

dedication and collaboration of a large number of

experts in manufacturing, biology, engineering,

bioassay, Six Sigma, statistics, and chemometrics. In

particular, we wish to acknowledge the persistence,

skill, and leadership of Laura Kasprow in this effort.

ABOUT THE AUTHORS

Matthew Wiener is a senior research associate in

the Department of Applied Computer Science &

Mathematics at Merck & Co., Inc. His work focuses

on the application of modeling and simulation to

167 Data Mining

D
o
w
n
l
o
a
d
e
d
 
B
y
:
 
[
O
'
N
e
i
l
l
,
 
J
u
l
i
a
 
C
.
]
 
A
t
:
 
0
2
:
5
9
 
1
 
A
u
g
u
s
t
 
2
0
1
0



biological processes. He earned a Ph.D. in math-

ematics from the University of Chicago.

Louis Obando is a principal chemist in the Process

Analytical Technology (PAT) group at Merck & Co.,

Inc. His work focuses on using chemometrics and

Six Sigma in the implementation of PAT and to solve

issues in pharmaceutical, biologics, and vaccine

manufacturing. He earned a Ph.D. in analytical

chemistry at Arizona State University.

Julia O’Neill is a principal engineer in Global

Vaccine Technology & Engineering at Merck & Co.,

Inc. Her work focuses on problem-solving and

process improvement for vaccine manufacturing,

using a broad range of statistical and Six Sigma tech-

niques. She is past chair of the American Society for

Quality’s Chemical & Process Industries Division. She

earned her M.S. in statistics at the University of

Wisconsin–Madison and B.S. in chemical engineer-

ing from the University of Maine.

REFERENCES

Almond, J. W. (2007). Vaccine renaissance. Nature Reviews Microbiology,
5:478–481.

Biological Products: General. Code of Federal Regulations Title 18, pt.
600.3, 2009.

Bisgaard, S., Kulahci, M. (2005). Quality Quandaries: The effect of
autocorrelation on statistical process control procedures. Quality
Engineering, 17:481–489.

Breiman, L. (2001). Random forests. Machine Learning, 45(1):5–32.
Breiman, L., Friedman, J. H., Olshen, R. A., Stone, C. J. (1984). Classi-

fication and Regression Trees. Belmont, CA: Wadsworth.
De Mast, J., Trip, A. (2007). Exploratory data analysis in quality-

improvement projects. Journal of Quality Technology, 39(4):
301–311.

Efron, B., Tibshirani, R. (1993). An Introduction to the Bootstrap. New
York: Chapman & Hall=CRC.

Garcia-Munoz, S., Kourti, T., MacGregor, J. F., Mateos, A. G., Murphy, G.
(2003). Troubleshooting of an industrial batch process using multi-
variate methods. Industrial & Engineering Chemistry Research,
42:3592–3601.

Geladi, P., Kowalski, B. R. (1986). Partial least squares regression: A
tutorial. Analytica Chimica Acta, 185(1):1–17.
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